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Abstract. Computational visual attention is a hot topic in computer
vision. However, most efforts are devoted to model saliency, whilst the
actual eye guidance problem, which brings into play the sequence of
gaze shifts characterising overt attention, is overlooked. Further, in those
cases where the generation of gaze behaviour is considered, stimuli of
interest are by and large static (still images) rather than dynamic ones
(videos). Under such circumstances, the work described in this note has
a twofold aim: i) addressing the problem of estimating and generating
visual scan paths, that is the sequences of gaze shifts over videos; ii)
investigating the effectiveness in scan path generation offered by features
dynamically learned on the base of human observers attention dynamics
as opposed to bottom-up derived features. To such end a probabilistic
model is proposed. By using a publicly available dataset, our approach
is compared against a model of scan path simulation that does not rely
on a learning step.
Keywords: Visual attention · Scan path · HMM · Bag of Visual Words
· Video Gaze Prediction.
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Introduction

Real world contains a huge amount of visual information. Indeed, our brain is
very skillful in selecting the relevant one so that visual attention is guided to
scene regions and events in real time. The same competence would be desirable
for machine vision systems, so that relevant information could be gathered and
treated with the highest priority.
To such end the fundamental problem concerning what factors guide attention within scenes can be articulated in two related questions: (i) where do we
look within the scene and (ii) how we visit regions where attention will be allocated.
The latter issue, which involves the actual mechanism of shifting the gaze
from one location of the scene to another (i.e., producing a scan path), is seldom
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taken into account in computational models of visual attention. By overviewing
the field [18, 5, 7, 8, 4], computational modelling of attention has been mainly
concerned with the where issue.
As to the latter, at the most general level, approaches span an horizon defined
by two theoretical frameworks [15]. On the one side, image guidance theories
posit that attention basically is a reaction to the image properties of the stimulus
confronting the viewer. The most prominent approach of this type is based on
visual salience: resources are allocated to visually salient regions in the scene,
relying on a saliency map computed from basic image features such as luminance
contrast, colour and edge orientation and motion [5, 7, 8].
On the other side cognitive guidance theories suggest that attention is directed to scene regions that are semantically informative. Visual resources are
deployed to scene’s meaningful regions based on experience with general scene
concepts and the specific scene instance currently in view. A remarkable early
example of cognitive guidance modelling was provided by Chernyak and Stark
[9]; more recent works are described in [21, 20, 22, 15, 12].
In this note, we present a preliminary attempt at balancing image and cognitive guidance of gaze on dynamic stimuli. The main contribution of the work
presented here lies in the following:
– modelling the gaze evolution taking into account three peculiar component:
perceptual, cognitive, and motor.
– exploiting the actual behaviour of eye-tracked observers to learn dynamically
which semantically meaningful regions are gazed, and adopt this knowledge
to generate new scan paths on unseen videos with the same semantic content.
– bridging the gap between perceptual features, such as low-level spatial and
temporal features, and the cognitive elements captured through semantic
components gathered inter-videos.
The remainder of the paper is organized as follows. Sec. 2 introduces the
probabilistic model, Sec. 3 gives the implementative details. Experiments are
reported in Sec. 4, and Sec. 5 is left to conclusions.

2

Proposed Model

Visual attention deployment in time can be considered as the allocation of visual resources on regions of the viewed scene. In overt attention the signature
of such process can be represented by gaze dynamics. Consider such dynamics as described by the stochastic process {Gt , t > 0} and let the time series
g1 , g2 , · · · , gT be a realisation of the process. In the following with some abuse of
notation we will use lower case g for both the realisation and the time-varying
random variable G; also we adopt the compact notation g1:T = {g1 , g2 , · · · , gT }.
Under Markov assumption the joint probability p (g1:T ) can be written:
p (g1:T ) = p (g1 ) p (g2 |g1 ) · · · p (gT |g1:T −1 ) = p (g1 )

T
Y
t=2

p (gt |gt−1 ) .

(1)
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Gaze evolution gt → gt+1 can be conceived as the consequence of the evolution of an ensemble of time-varying random variables accounting for the fundamental aspects of attention deployment: (1) the gaze-dependent perception
of the external world, (2) the internal cognition state-space (the mind’s eye),
(3) the motor behaviour grounding actual gaze dynamics. More precisely, to
characterize this dynamic random process, let us define the following random
variables.
1. Perceptual component
Low level features: ftspatial and fttemporal collect low-level features accounting
for both spatial and temporal domains, respectively.
Semantic components wt : starting from the spatial features ftspatial , the semantic components wt are derived to describe semantic concepts/objects
[13] within the scene independently from their spatial positions.
Temporal features yt : starting from fttemporal , they are responsible for capturing where the movements within a scene drive the attention of an
observer independently from either the semantic or the task.
2. Cognitive component
Semantic concepts zt : since an observer progressively allocate the attention
to the most relevant parts of the scene depending on either implicit or
explicit tasks, zt captures high-level semantic contents, such as {Person,
Car, Street}. Due to the difficulties to make explicit this cognitive components, they lie in a latent space of categories.
Duration st : this is conceived as a ”switch” variable controlling the duration
of permanence in the latent state zt , i.e., it approximately regulates gaze
dwell time.
3. Motor component
Scan path ut : this variable denotes the actual spatial point of gaze, accounting for the how problem of overt attention deployment. It is important
to note that the prior p(ut+1 |ut ) is useful to incorporate oculomotor biases [19, 16]. For instance it has been shown that saccade amplitudes are
likely to follow heavy-tailed laws [6, 1–3].
To sum up, the time-varying gaze shift random variable gt = {ut , zt , st , wt , yt }1
has conditional distribution
p (gt+1 |gt ) = p (ut+1 , zt+1 , st+1 , wt+1 , yt+1 | ut , zt , st , wt , yt ) .

(2)

Thanks to suitable conditional independence assumptions, Eq. (2) can be simplified as follows:
1





Naturally, it holds that p wt |ftspatial and p yt |fttemporal . For sake of simplicity
we omit to recall these dependencies.
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p (gt+1 | gt ) = p (yt+1 | yt )

(3)

p (wt+1 | zt+1 )
p (zt+1 | zt , st+1 )
p (st+1 | st , zt )
p (ut+1 | ut , wt+1 , yt+1 ) .
In other words, in our model of human vision dynamics, gaze brings together
low level perceptual components acting as saliency maps, with latent cognitive
components playing a central role in task-driven attention [25, 10], together with
the prior knowledge of the oculomotor behaviour. The PGM in Fig. 1 represents
graphically this idea, highlighting the above conditional probability.
cognitive components

gaze

semantic
components

perceptual components

Fig. 1: Probabilistic graphical model including conditional independence assumptions established in Eq. (3).

After model learning, gaze shift simulation is obtained by the following generative/sampling process having distribution as in Eq. (3):
Concerning the transition probability zt → zt+1 between (discrete) semantic
concepts of the scene conditioned on state duration st+1 , we have
ẑt+1 ∼ p (zt+1 | zt , st+1 ) .

(4)
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This should be implemented via latent dynamical models, such as HMM [11]
or recurrent neural networks (see Sec. 3.2), in which the generation of semantic
elements depend on the sampling
ŵt+1 ∼ p (wt+1 | zt+1 ) .

(5)

In particular, the set of semantic elements assumed by wt is determined from
low level spatial features ftspatial adopting either clustering, learning sparse dictionaries [14] or other ensemble techniques as discussed in Sec. 3.1.
From the side of temporal features we simply have
ŷt+1 ∼ p (yt+1 | yt ) ,

(6)

where yt is derived from low level temporal features fttemporal such as optical
flow or temporal saliency maps (Sec. 3.1).
The state duration distribution is conditioned on its previous state and on
the semantic concept gazed at time t
ŝt+1 ∼ p (st+1 | st , zt ) .

(7)

This can be modelled by computing the empirical distribution of fixations duration on training data and, at test time, by sampling from it.
Finally, we can draw the next gaze shift gt → gt+1 by sampling the distribution
ût+1 ∼ p (ut+1 | ut , yt+1 , wt+1 ) .

3

(8)

Model implementation

In order to derive the gaze shift generation according to the model outlined in
Sec. 2, several implementative choices should be put in place.
3.1

Perceptual and semantic components

Spatial perceptual components (f spatial ) should be discriminative and able to
consistently describe the local semantic content of image portions (cells), even
between videos.
This goal is achieved by resorting to convolutional neural networks (CNN)
as feature extractors: given a pool of videos with coherent semantic content (e.g.
dialogue between people), we characterize each frame applying the pretrained
AlexNet CNN2 , and extracting the activation produced by the deepest convolutional layer (conv5). More specifically, each frame is scanned by the CNN using
overlapping windows3 , in order to discard the activation coefficient produced
2
3

https://it.mathworks.com/help/deeplearning/ref/alexnet.html
Window is 227-by-227 pixel size, according to the AlexNet input.
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with padding, and keeping only the central activation coefficients. This way,
each frame vt of a video v ∈ RGB, s.t. |v| = (h × w × T ) is mapped in a (n × m)
grid ytspatial , where each cell is characterized by a 256-dimensional feature vector. Here, n = h/f and m = w/f ; f being the decimation factor, responsible for
the spatial resolution of the scan path generation process.
A succinct vocabulary W = {w1 , . . . , wM }, corresponding to the semantic
components, is derived applying the k-means algorithm to the f spatial features.
Quantizing ytspatial according to W gives rise to the desired semantic content
wt (Fig. 2).

Fig. 2: Examples of wt characterizations, obtained quantizing two frames of two
different videos, while referring to the same dictionary W. Notice in the zooms
that cells are clustered according to a coherent semantic.

Analogously, yt is obtained by averaging over the (n × m) cells the dense
fttemporal computed as the video optical flow.
3.2

Latent cognitive components

Our approach relies on a supervised method in which the cognitive components
lie in a latent space and provide a substantial contribute to estimate gaze shifts.
We istantiate the cognitive components in the shape of the hidden space zt of
an HMM whose emissions wt are a finite set of “gazed” visual words, i.e., the
semantics providing visible clues of the scene. This allows to accomplish the
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generation steps described in Eq. (4) for the hidden state, and in Eq. (5) for the
visual cues.
Naturally, also in case of indirect task-driven attention, the training phase
requires that videos in training and test share a common content (e.g., people
or faces, animals, cars), in order to learn visual attention patterns guided by
semantics. To such end, the training process requires a collection of saccadic
scan paths samples eye-tracked from several observers while viewing the set of
videos.
The generation phase uses ancestral sampling directly from the HMM trained
on gazed visual words. This gives rise to a frame-based prediction of a new
word wt for each frame t directly sampling from learnt conditional distribution
p(wt |zt ).
3.3

Motor component

As proposed in [6] the saccade amplitude distribution is well described by heavy
tailed distributions. As a consequence, the motor component can be modeled
as a Levy flight or a Markovian process with the shifts following a α−stable
distribution. Following this rationale, the shift prior probability p(ut+1 |ut ) is
modelled as a Cauchy 2D distribution (α = 1,[6, 1]).

4

Simulation

In the following we present results so far achieved by a preliminary simulation
of the model outlined in Sec. 2. In particular we compare with the baseline
method described in [3],4 which only relies on reactive guidance with respect to
the stimulus, while accounting for oculomotor biases (long-tailed distribution of
gaze shift amplitudes) much like as we do. It is worth noting that few models are
available to compare with that, going beyond classic saliency models, account
for the actual generation of gaze shifts; by and large, further available models
limit to static stimuli processing [1, 17, 23].

4.1

Dataset

The adopted dataset is the one presented in [24]. It includes fixations of 39
subjects, recorded with an eye tracker at 60 Hz, viewing 65 videos gathered
from YouTube and Youku. The database is specialized for multiple-face videos,
which contain various numbers of faces varying from 1 to 27. The duration of
each video was cut down to be around 20 seconds and the subjects were asked
to free-view videos displayed at random order.
4

Matlab source code available at http://boccignone.di.unimi.it/Ecological_
Sampling.html
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Experimental setup

In this preliminary test series, we used several randomly chosen video pairs,
one for training e one for test. Both are taken into account for the dictionary
construction W, while only the scan paths of the first video are employed to
train the HMM via gazed visual words.
The simulation process is concerned with both the baseline and the proposed
approach providing the generation of 50 scan paths for each test video. The
whole model has mainly three parameters that affect the performance, namely
the grid granularity f , the number of visual words, i.e. number of cluster for
the K-means algorithm (M ) and the number of hidden states of the HMM (N ).
These values have been chosen experimentally: optimal values in terms of both
quantitative evaluation (section below) and computational cost have been found
with f = 17, M = 20 and N = 4. A qualitative assessment of the proposed
model can be carried out via the comparison of the fixation density maps.
Ground Truth

Baseline

Proposed

Fig. 3: Visualization of different fixation density maps from human data, baseline
method and our proposed approach. The density maps refers to the same frames
of three different considered videos in the dataset.

In Fig. 3 we show three examples, extracted from as many videos, of fixation
density maps obtained by aggregating all the fixations (either artificial or human)
performed in the corresponding frames. At a glance it can be noted that the
baseline approach is more attracted by locations that include movements or,
more generally, low-level features, despite their semantic value. Differently, the
proposed approach seeks the locations that include relevant features in terms of
their visual word representation.
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Results

The proposed model is validated quantitatively by comparing the ground truth
and generated distributions of observer’s fixations. In particular, for each video
frame, a fixation density map is computed by aggregating spatially the fixations
of all the available observers, either real or artificial, yielding at each time t,
the result exemplified in Fig. 3. The proposed model is then compared to the
baseline by computing the Kullback-Leibler Divergence (KLD) between the real
and generated density maps. In Fig. 4 the empirical distribution of KL values for
both proposed and baseline models is depicted. As can be observed, the proposed
model produces on average much lower KLD values if compared to the baseline
with a remarkable difference in terms of uncertainty of the distributions.

Fig. 4: Histogram plot of the distribution of Kullback-Leibler Divergence values
between density maps of real and generated scan paths, using the proposed and
baseline methods

5

Conclusions

In this work we propose a model for estimating human scan paths by modeling
visual attention over videos. We find that to be effective the generation process
should leverage on three primary factors: low-level saliency features, semantic
objects identified through cognitive guidance, and oculomotor eye movements.
In our model the main role is played by a supervised method focusing on gazed
semantic objects that attract the attention during either free or task oriented
viewing. This allows to conclude that the ability to reproduce gaze shifts is
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mainly yielded by a prior distribution on hidden states describing the semantic content of the scenes. Future work will investigate the applicability of our
method to other datasets with different semantic contents. Furthermore, other
techniques could be adopted to implement the different parts of model. For example clustering could be substituted by learning sparse dictionaries, and HMM
by recurrent neural networks. An investigation in these directions should allow
us to optimize the implementation in term of both efficiency and efficacy.
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